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Abstract— The increasing usage and popularity of the
field-programmable gate array (FPGA) systems bring in security
concerns. Existing countermeasures are mostly based on the
assumption that the computer-aided design (CAD) tools for
FPGA configuration are trusted. Unfortunately, this assump-
tion does not always hold. In this paper, we investigate the
potential security threats originated from the untrusted CAD
tools. Furthermore, we exploit the principle of moving target
defense (MTD) to propose an FPGA-oriented MTD (FOMTD)
method. The three defense lines in the FOMTD generate uncer-
tainties, from the attacker’s point of view, to thwart hardware
Trojan insertion attacks. The theoretical upper bound of the
hardware Trojan hit rate for each defense line is provided in
this paper. Experimental results show that the proposed defense
line 2 and defense line 3 reduce the Trojan hit rate by up to
40% and 91%, respectively, for the scenario where the malicious
CAD tool can insert Trojans in the occupied FPGA slices. The
proposed gate replacement technique in the defense line 3 further
improves the attack resilience and obtains 88% reduction on the
Trojan hit rate. Compared to the static redundancy-based Trojan
detection method, the proposed method achieves better resilience
against Trojan insertions and consumes 50% less dynamic power.

Index Terms— Altera, field-programmable gate array (FPGA),
FPGA design suite, hardware security, hardware Trojan, moving
target defense (MTD), Xilinx.

I. INTRODUCTION

F IELD-PROGRAMMABLE gate arrays (FPGAs) enter a
rapid growth era due to their attractive flexibility and

CMOS-compatible fabrication process. Global Market Insights
predicts that the FPGA market size is expected to reach
9.98 billion U.S. dollars by the year 2022 [1]. The increasing
popularity of FPGA may drive more attackers to compromise
FPGA-based systems through various channels. The work [2]
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highlights that the FPGA security embraces four aspects:
1) secure operations conducted by FPGA devices; 2) utiliza-
tion of FPGAs for system security enhancement; 3) secure
bitstream delivery to FPGA devices; and 4) exploitation of
FPGA devices as an attack surface to breach FPGA-based
systems. The aspects 1 and 2 emphasize that the programmable
features of FPGAs have been exploited to address the security
challenges that application-specific integrated circuits (ASICs)
are facing. For example, the embedded FPGA is used to
perform locking key authentication [3], [4]. However, FPGAs
have their own security vulnerabilities. The studies [3], [5]–[8]
extensively discuss the aspects 3 and 4.

For the reason of efficiency and economy, the supply chain
of modern FPGAs is getting globalized. This trend potentially
increases the chance that the FPGA devices or FPGA design
tools are not trustworthy. Intellectual property (IP) stealing
and tampering could happen in different data formats, such as
hardware description language (HDL) and bitstream [3], [12].
The integrity of FPGA systems may be harmed by the hard-
ware Trojans induced in some stages of the FPGA design
flow [9]–[11].

This paper aims to address the Trojan insertion threat from
malicious FPGA computer-aided design (CAD) tools. More
specifically, we make the following contributions in this paper.

1) We use two practical examples to demonstrate that a
hardware Trojan can be injected during several stages
of the FPGA design flow without disturbing the original
HDL design file.

2) We exploit the principle of moving target defense (MTD)
and propose an FPGA-Oriented MTD (FOMTD) coun-
termeasure to resist the attacks from malicious FPGA
tools. To the best of our knowledge, together with
our preliminary work [10], [12], our research is the
first effort that assesses the feasibility of applying the
MTD concept to defeat hardware Trojan insertion via
malicious FPGA software.

3) We propose three defense lines to generate three types
of unpredictability, which facilitate to thwart the stealthy
design modification induced by the compromised FPGA
software. The first defense line utilizes a user constraints
file to designate a portion of the design to specific FPGA
slices. The second defense line randomly selects one of
the design replicas at runtime and uses an input gating
technique to mute the unused replicas for power saving.
The third defense line divides a design into multiple
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submodules and assembles the complete design with
hot-swappable submodules at runtime, increasing the
number of design configurations on the FPGA device.

4) We analyze the theoretical upper bound of hardware
Trojan hit rate for each defense line and validate the
analysis through FPGA emulation.

The remainder of this paper is organized as follows.
Section II discusses the related work. Section III describes
the attack model used in this paper. Practical attack examples
on two commercial FPGA design suites are provided in
Section IV. The FOMTD method is presented in Section V.
The theoretical security strength achieved by the three defense
lines in the FOMTD method is analyzed in Section V, as well.
Extensive evaluation of our method and relevant work is con-
ducted in Section VI. We conclude this paper in Section VII.

II. RELATED WORK

One category of existing countermeasures against security
threats on FPGA systems focuses on IP theft issues during
the FPGA deployment phase. To avoid information leak-
ing through hardware Trojans, the MORPH architecture [13]
combines multiple levels of protection schemes, including
morph operation, onion encryption, replication, partial runtime
reconfiguration, and hardware abstraction layer to mitigate the
Trojans induced in fabrication time or design time. No hard-
ware cost and detailed assessment are available in [13]. In the
work [6], a bitstream encryption method is implemented for
the Xilinx Virtex FPGA family. The security protocol for
that encryption scheme protects the IP from being illegally
copied via restricting the access to the configuration file and
key bits. The method in [14] manipulates a state transition
graph to create a rare property and form watermarks. In the
PUF-FSM binding protection mechanism [15], the FSM in an
IP can only be activated by the correct response from the PUF
embedded in the FPGA. The MUTARCH approach in [16]
assigns each FPGA device a unique architecture to encrypt
the bitstream distinctively. Only the authorized device can
recognize the encrypted bitstream. However, those bitstream
protection methods only secure the FPGA implementation
during the bitstream generation stage. Without considering the
potential threats from the mapping and place and route (PAR)
stages in the FPGA design flow, FPGA deployment is still
vulnerable to the threats from untrusted FPGA design suite.

Another category of defense efforts is to thwart the secu-
rity threats originated from the malicious FPGA devices.
The work [17] detects anomalies in the physical layer of
the FPGA by identifying the basic building block on the
FPGA die that has different physical statistical characteristics
with neighboring blocks. In [18], a specific taxonomy of
FPGA-based hardware Trojan attacks is illustrated. That work
also presents an adapted triple modular redundancy (ATMR)
to detect hardware Trojans on the FPGAs. The ATMR method
replicates the design three times, and the third replica is
activated only when the mismatch is found between the first
two. In the work [19], the normalized parameters (e.g., power
consumption and timing variation) are weighted and combined
as a threat detectability metric, which is compared with a

threshold to determine whether a hardware Trojan exists in
the design. The work [20] fills up the unoccupied FPGA space
with low-level dummy logics to eliminate the FPGA resource
available for hardware Trojan insertion. Those methods could
be nullified if the Trojans are inserted during the process of
FPGA configuration.

There are limited works addressing the attacks from CAD
tools for FPGAs. Logic testing and side-channel analysis have
been exploited to detect the hardware Trojans inserted through
the malicious FPGA design suites [21]. The Multiple Exci-
tation of Rare Occurrence (MERO) method [22] provides a
compact way to generate test patterns for Trojan detection. The
work [23] leverages the dependence between dynamic current
and maximum operating frequency to detect the hardware
Trojan on FPGAs. Our preliminary work [12] addresses the
security challenges occurred during the FPGA deployment for
legacy systems. We apply the pin grounding scheme to the
unused FPGA I/O pins to block the communication between
FPGA Trojans and off-chip world and further propose a
hardware MTD to thwart the Trojan insertion by the malicious
CAD tools. We expand our work for legacy systems to general
FPGA applications in [10].

According to the above-mentioned discussions, we con-
clude that most of the existing solutions aim for the
FPGA security threats either from supply chain or FPGA
devices, not from malicious FPGA design suites. Although
the FPGA vendors [24] adopt bit encryption, authentication,
and key/register zeroization techniques to prevent bitstreams
from being tampered, those methods do not thwart the design
modification before the bitstream is generated by the FPGA
software. Our previous works [10], [12] exploit the principle
of MTD to generate uncertainty from the attacker’s point of
view, effectively mitigating the hardware Trojans and, thus,
protecting the bitstream from being maliciously modified.
In this paper, we add theoretical analyses for our countermea-
sures, improve the MTD defense strength, and perform more
extensive performance and overhead assessments.

III. ATTACK MODEL

A. Attacks From Malicious FPGA Design Suites

FPGA design software has been considered as poten-
tial hardware threats challenging the FPGA security [25].
Untrusted FPGA CAD tools can be exploited by the attackers
to insert hardware Trojans [26], [27]. As shown in Fig. 1(a),
our attack model assumes that the FPGA deployment engi-
neers, in-house designs, the bitstream downloading channel,
and procedure are trusted. The untrusted phase interested in
this paper is the FPGA configuration, especially the design
mapping, PAR stages. The attacks are originated from mali-
cious software mounted on top of the original FPGA design
suite for SRAM FPGAs, as shown in Fig. 1(b). The FPGA
design suite may not be malicious initially, but advanced
attackers could exploit the vulnerability of the FPGA design
suite to implant malicious software to the original suite
through software upgrading. We argue that the FPGA design
suite will be propagated through computer network or retailers,
so the integrity of the software may be sabotaged by advanced
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Fig. 1. Contaminated FPGA design suite leading to a stealthy modification
on the placelist for an FPGA device. (a) Software compromising stage.
(b) Malicious software add-on in the supply chain of FPGA tools.

attackers. One motivation example for this type of attacks
could be: if an attacker knows the military or bank is about to
purchase an FPGA to perform some specific functions. The
source of FPGA devices and the functional modules (in a
format of HDL) are trusted after the rigorous examination.
A stealthy way to compromise the system is through a
compromised FPGA design suite.

B. Three Levels of Attacks

As the malicious program is mounted on top of the original
FPGA CAD tool before the FPGA users utilize the FPGA
tool and development board, it is reasonable to assume that
the attacker does not know what exact design will be mapped
to the FPGA die. Depending on the attacker’s capability,
we classify the attacks into three levels.

1) L-1 Attack: Based on his/her experience, the attacker
places hardware Trojans in the most popular FPGA
die area. At this level, the attacker does not have any
knowledge of the design to be configured on the FPGA.

2) L-2 Attack: The attacker is capable of extracting infor-
mation, such as which FPGA slices are utilized by the
current design from the FPGA placelist (i.e., the output
after placement and routing). Although the attack at this
level does not analyze the exact function of the design,
the exploration space of L-2 attacks is significantly
smaller than that of the L-1 attacks.

3) L-3 Attack: The malicious FPGA CAD tool searches for
the design replicas used by duplication-based defense
techniques and inserts the identical Trojans to each
replica. Attacks at this level are powerful, as the L-3

Fig. 2. Attack surfaces on the Xilinx FPGA design flow. The rectangles
represent the output file from each step. The file with the symbol * is an
output file modified by the malicious FPGA software.

attacks are able to nullify the countermeasure that simply
duplicates the design. In spite of being the most chal-
lenging, L-3 attacks will cost attackers more resources
to guarantee the success of Trojan insertion attacks.

To make an effective impact on the design function, hard-
ware Trojans interested in this paper are the ones altering
the lookup table (LUT) configuration for the original design.
A hardware Trojan is composed of a trigger and a payload.
In our attack model, the trigger circuit can be located in either
the occupied or unoccupied FPGA slices, but the payload
circuit must interact with the FPGA area occupied by the
original design.

IV. DEMONSTRATION OF ATTACKS FROM MALICIOUS

FPGA SOFTWARE

In this section, we demonstrate two practical attacks through
two commercial FPGA design suites. The design suite’s
built-in tools are exploited to manually disturb the placelist.

A. Attacks on Xilinx ISE

Fig. 2 depicts the design flow for a Xilinx FPGA design
suite. There are three potential attack surfaces for maliciously
implanted FPGA tools to land on. We use Xilinx ISE 14.1 as
an example in the following discussion. In the step of mapping,
an attacker could introduce additional I/O pins, exchange the
existing I/O pin connection, and modify the slew rate and the
voltage level of I/O pins. As the tampered mapping output
_map.ncd* is not readable (unless the FPGA design suite
provides a program, such as ncd2xdl, to readback the native
circuit description file), it is not easy to notice the modification
performed by the malicious FPGA software. More tampering
on the FPGA configuration can be done in the step of PAR than
in the mapping stage because all the LUTs, flip-flops, SRAM
blocks, and interconnects are specifically designated on the
FPGA die. The attack on the stage of bitstream generation
is mainly for the purpose of IP piracy, which is out of the
scope of this paper. For interested readers, many existing
studies [15], [16], [28] have extensive discussion on this issue.
Our work focuses on the first two attack surfaces shown
in Fig. 2.



This article has been accepted for inclusion in a future issue of this journal. Content is final as presented, with the exception of pagination.

4 IEEE TRANSACTIONS ON VERY LARGE SCALE INTEGRATION (VLSI) SYSTEMS

Fig. 3. Example of the practical attack performed through the FPGA editor
tool available in the Xilinx ISE 14.1 design suite.

Fig. 4. Example of practical attack performed through the Quartus Chip
Planner.

We successfully modified the configuration of the target
slice through the FPGA editor tool from Xilinx. Fig. 3 shows
the graphic interface. In the edit mode of the FPGA editor,
we changed the logic configuration after the PAR stage and
then redid the bitstream generation. The attack can also be
performed via XDL file editing followed by the command
xdl2ndc. All attack actions here can be implemented in a
malicious FPGA software implanted in the original FPGA
design suite.

B. Attacks on Altera Quartus

The Altera FPGA design suite, Quartus, leaves similar back
doors for attackers to insert hardware Trojans. The security
vulnerability of Quartus is in the process of placement and
routing Fitter, like PAR in the Xilinix ISE. Attackers can,
in theory, manipulate the entire FPGA configuration if they
control Fitter or access and alter the design file that the tool
Fitter is dealing with. As shown in Fig. 4, attackers can
change buffer slew rate, I/O standard, or logic function of
the design via the Quartus built-in tool Chip Planner. The
malicious changes can be done after design compilation and
no recompilation process is needed to save the changes. The
attacks performed through Chip Planner are stealthy because
they do not disturb the functional module in a format of HDL
and the constraint settings.

V. PROPOSED FOMTD METHOD

Defenders must protect every entry point from potential
security threats. In contrast, an adversary only needs to find

one way to breach the attack surface. Moreover, the attacker
may even have unlimited time to perform attacks. The main
motivation of applying the MTD concept to a system is to
reduce, if not completely eliminate, the imbalanced advantage
that an attacker could have. MTD techniques can make the
system less predictable and thus the attack surface is changed
over time [29]. The early concept of MTD was illustrated
in [30], and the application of MTD has been observed in
the domain of cyber security [31].

A. Method Overview

We exploit the principle of MTD as a mean to proactively
address the security threats from malicious FPGA software.
Different with the traditional MTD methods in the domain
of cyber security, FOMTD explores the unpredictability of a
hardware design being configured on FPGAs to deter attackers
from precisely inserting hardware Trojans. More specifically,
the key idea of FOMTD is to make the output of FPGA place-
ment and routing unpredictable, such that attackers who mount
a malicious program on the original FPGA design suite cannot
easily and successfully alter the original implementation. Note
that our method does not guarantee to completely prevent all
hardware intrusions. Instead, our approach will increase the
difficulty of a Trojan successfully landing on one (or more)
FPGA slices occupied by the design.

The desired unpredictabilities are achieved by the three
defense lines provided by our method. In the domain of
hardware (i.e., FPGA), we exploit the following configuration
resources to realize the FOMTD method: 1) the availabil-
ity of multiple replicas of the intended design; 2) random
selection of one replica for operation at runtime; 3) ran-
dom designation of FPGA slice positions for the selected
LUTs; and 4) hot-swappable submodules for runtime design
assembling.

B. Defense Line 1: Slice Position Selection Through
User Constraints File

1) Method Description: The use of FPGA default settings
for placement and route will make the location of occupied
FPGA slices predictable, which eases the Trojan insertion
through malicious FPGA CAD tools. To address this issue,
we propose to specify some slice locations for the selected
LUT configurations. This specification can be performed by
appending commands to the user constraints file, which is
typically used to specify pin and timing constraints. Fig. 5
shows the effect of the proposed defense line 1 (DFL1). As can
be seen, the entire design is mapped to a different area of the
FPGA grid, thanks to the reallocation of three LUTs (black
squares in Fig. 5).

The selection of slice positions is conducted by FPGA users
at the FPGA deployment stage. As FPGA deployment happens
after the implementation of the malicious FPGA software, it is
not easy for the malicious software designers (attackers) to
ensure the injected hardware Trojans successfully alter user
designs. Here, we assume that the attackers do not have access
to the user constraints file applied after the FPGA CAD tool
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Fig. 5. FPGA mapping modified by the proposed DFL1. Three parts in
different colors represent three partitions of the intended design. Black squares
are three LUT configurations. Proposed DFL1 alters the default LUT mapping
on the FPGA grid.

Fig. 6. Design placement observed from the Xilinx FPGA editor for
(a) default setting, (b) single-slice selection, and (c) triple-slice selection cases.

is delivered to the FPGA user. A blindly inserted Trojan may
not effectively impact the design on the FPGA.

2) Case Study: We used the ISCAS benchmark circuit
c6288 as an example to show the effect of slice position
specification. In the first case, we followed the default settings
of the Xilinx ISE 14.1 to generate the placelist for c6288.
In the second case, we chose one slice position for four
randomly selected LUTs (we refer this as the single-slice
case). In the third case, three slice locations are designated
to 12 LUTs (triple-slice case). We can observe the design
placement details in the FPGA editor. Fig. 6 shows the slice
occupation results (red dots) for the above-described three
cases. As can be seen, our DFL1 indeed significantly changes
the design placement on the FPGA die.

3) Theoretical Bound for Defense Line 1 Thwarting Differ-
ent Trojan Attacks: The baseline here is the original design
without any protection. We assume that the intended baseline
design occupies φ slices, the entire FPGA die is composed
of � user controllable slices. We define the hardware Trojan
hit rate, �, as the probability that a randomly-picked slice is
indeed one of the slices utilized by the design. As long as the
Trojan payload is located in the area occupied by the original
design, we consider it as a Trojan hit. If an attacker blindly
inserts a hardware Trojan to the FPGA die (i.e., blind attack),
the Trojan hit rate is equal to

�baselineversus blind attack = φ

�
. (1)

When the attacker has the knowledge of commonly used
slice area (i.e., L-1 attack), the target FPGA area will be
smaller than the entire FPGA die. The empirical number ξ
is the coefficient for how much the Trojan insertion space

is narrowed by the attacker based on his/her experience, and
the range of ξ is between 0 and 1. Hereafter, we name ξ
as the space coefficient of Trojan attacks. The function f (ξ)
represents the degree of accuracy regarding whether the real
design placement matches to the attacker’s prediction. The
detailed function of f (ξ) varies with the attacker’s LUT
occupation guessing algorithm. Now, the hardware Trojan hit
rate for the design without any protection against L-1 attack is
calculated in (2). If f (ξ) reaches its maximum value, the entire
design will be covered in the attack space. �baselineversus L-1

will decrease with the increasing space coefficient of Trojan
attack ξ

�baselineversus L-1 = f (ξ) ∗ φ

ξ ∗ �
. (2)

When the L-2 attacker has the knowledge of the detailed
slice utilization, each inserted hardware Trojan will absolutely
impact the original design because the Trojan exploration
space is equal to the injection space. The Trojan hit rate
for L-2 attacks �baselineversus L-3 is expressed in the following
equation:

�baselineversus L-2 = φ

φ
= 1. (3)

In contrast, our proposed DFL1 does not use the default
FPGA mapping settings. Thus, the target FPGA area remains
as the entire FPGA die �. Our Trojan hit rate turns to (4).
Comparing (2) and (4), we can see that the denominator of (4)
is larger than that in (2). Hence, our DFL1 reduces the Trojan
hit rate in the scenario of L-1 attacks. Once the attacker knows
the exact slice utilization, the proposed DFL1 cannot thwart
L-2 and L-3 attacks, and the corresponding Trojan hit rate is 1

�DFL1versus L-1 = f (ξ) ∗ φ

�
. (4)

C. Defense Line 2: Pseudorandom Replica Selection

1) Method Description: FPGA has a nature of reconfigu-
ration and redundancy. We exploit this nature to implement
the principle of MTD on FPGAs. Suppose a design is com-
posed multiple parts (however, design portioning is not always
necessary). We duplicate the entire design (as a single unit)
n times. Only one of the replicas will be active at a time,
and the rest of the replicas are inactive by using the input
gating technique. The replica selection and input gating are
controlled by a pseudorandom selector, which is not a true
random number generator. Because we only have a limited
number of replicas on the FPGA, the range of the random
number is not large. A user-defined arbitrary logic function and
a set of external inputs are good enough to pseudorandomly
choose one of the replicas. Meanwhile, the use of user-defined
arbitrary logic can prevent attackers from searching the typical
random number generator circuit to nullify the countermeasure
in advance. Fig. 7 shows the concept of our defense line 2
(DFL2), in which we do not have a comparison logic to
examine the consistency among the n replicas to save power.
As the fact that which replica will be active is determined after
the FPGA configuration, an attacker (at L-1) needs to blindly
place the hardware Trojan to the entire FPGA die to make a
successful attack.
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Fig. 7. Schematic of proposed DFL2.

Fig. 8. Hardware Trojan attack exploration space for (a) design place-
ment with default FPGA setting and (b) design protected with FOMTD
DFL1 and DFL2.

2) Theoretical Bound for Defense Line 2 Thwarting Differ-
ent Trojan Attacks: Fig. 8 depicts an example of exploration
expansion by our proposed DFL2. A complete design (includ-
ing replication) consists of multiple units, and the control logic
for replica selection is small enough (compared to φ) to be
ignored for the simplicity of analysis. Because of the slice
position specification, the rough size of the Trojan exploration
space SFOMTD can be expressed by the following equation:

SFOMTD = max(|Xi − Xk |) ∗ max(|Yk − Y j |). (5)

Compared to the baseline, our method achieves the theoreti-
cal worst case hardware Trojan hit rate for L-2 and L-3 attacks,
as described in (6) and (7), respectively. If the L-2 attacks
are taken place in the design, �baselineversus L-2 increases to 1.
In contrast, �DFL1&2versus L-2 remains low due to the expanded
Trojan exploration space by the DFL2. The exact Trojan hit
rate depends on the size of the design unit for duplication, ν.
Equation (6) is greater than (φ/SFOMTD). Under the condition
of L-3 attacks, our Trojan hit rate will not go beyond 1/n
(theoretically, the worst case Trojan hit rate is a uniform
distribution of random replica selections). In our simulation
section, we observed that our actual Trojan hit rate never

Fig. 9. Schematic of the Hot-swappable submodule assembling technique
provided by the proposed DFL3.

reaches this upper bound

�DFL1&2versus L-2 = φ

n ∗ ν + (φ − ν)
(6)

�DFL1&2 versus L-3 = φ

n ∗ φ
= 1

n
. (7)

D. Defense Line 3: Runtime Design Assembling

1) Method Description: Our defense line 3 (DFL3) is the
hot-swappable submodule assembling technique, as shown
in Fig. 9. We partition the original design into m submodules,
and each submodule is duplicated by n times. Only one
replica of each submodule will be assembled into a complete
design. The pseudorandom selector is utilized to determine
which replica to be chosen at runtime. After a period of
time, the selection of submodule replicas will be changed
without stopping the normal operation (i.e., hot-swappable
assembling). The maximum number of design configurations
is nm . This large number of configurations further increases
the difficulty for the attacker to recognize the entire design for
attack.

The hot-swappable assembling technique shown in Fig. 9
is directly applicable for combinational circuits. We tailor this
technique to make it suitable for sequential circuits. As shown
in Fig. 10, two styles are available for the circuit composed of
combinational logic and memory elements. In style I, we do
not duplicate the registers so that the submodule assembling
techniques for combinational and sequential circuits are the
same. In style II, the registers have replicas, too. To realize
the hot-swappable feature, we copy the content of active
registers to the hot-swap registers [(HS Reg.) in Fig. 10] before
the runtime submodule swapping happens. Then, we load the
value saved in HS Reg. to all register replicas to resume the
operation after runtime submodule swapping.

a) Additional option 1 (input gating): To thwart
L-3 attacks, we could further strengthen our DFL3 by loosing
the input gating and enabling two replicas active, such that the
two replicas can be used to examine the consistency between
their final outputs. However, the enhanced defense capability
comes with more power consumption.

b) Additional option 2 (gate replacement on replicas): To
defeat L-3 attacks better, we enhance our DFL3 by bringing
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Fig. 10. Two styles of applying DFL3 to sequential circuits.

Fig. 11. Gate replacement for the security enhancement in DFL3.

diversity to the replicas of hot-swappable submodules. In the
work [18], the diversity on implementation is introduced by
using different hard macros that are obtained by applying dif-
ferent constraint conditions during FPGA synthesis. Inspired
by that work, we create hard macros at gate level so that
we have more flexibility to facilitate the implementation of
heterogeneous replicas for submodules. Those gate-level hard
macros are used to replace some gates in one of the replicas.
As a result, even if an attacker searches for the same FPGA
configuration patterns between two replicas, the success rate
of finding two identical copies for future Trojan insertion will
be extremely low.

The flowchart for the proposed gate replacement on replicas
is depicted in Fig. 11. First, we randomly choose one (or more)
type(s) of logic gates, for instance, NAND (c, a, b), in one
replica. Next, we apply the de Morgan’s laws to replace the
chosen gate with other types of logic gates while maintaining
the same Boolean function. For the two-input NAND gate,
we can replace it with OR (c, ∼a, ∼b). Note that all the gate
replacements are done in the Verilog description. To prevent
the FPGA synthesis tool from removing our gate replacement
during the logic optimization process, we implement the
OR (c, ∼a, ∼b) with three customized hard macros, HM_OR

(ā, b̄, c), HM_NOT (a, ā), and HM_NOT (b, b̄). HM_OR

and HM_NOT defined in Verilog work as the logic OR and
inversion operations. By using the hard macros, the gates for
replacement can be mapped into one independent slice, and

they will not be merged with other LUT configuration. We can
conduct gate replacement for one or multiple replicas so that
the identical LUT configurations will be removed. Hence, our
enhanced DFL3 can thwart the L-3 attacks.

2) Theoretical Bound for Defense Line 3 Thwarting Dif-
ferent Trojan Attacks: With the DFL3, we can obtain nm

configurations in total. Given a design, more submodules lead
to more dynamic configurations and, thus, more unpredictabil-
ity for Trojan insertion. The coefficient ξi varies for each
configuration and so does f (ξi ). To obtain the Trojan hit
consistently, the overall Trojan hit rate for L-1 attacks is as
expressed in (8), in which sp is the number of hot-swapping
configurations. As the slides for the nonduplicated portion of
the design change in each FPGA configuration, the overall
Trojan hit rate is the product of the Trojan hit rate for sp
different hot-swapping configurations. The maximum value
of sp is nm

�DFL3versus L-1 =
nm∏

i=1

(
f (ξi ) ∗ φ

�

)sp

. (8)

With respect to the L-2 attacks, the attacker knows which
slices are occupied by the design but cannot differentiate which
submodule belongs to which replica. Hence, the target slice
for Trojan insertion is not clear. The attacker has to randomly
chooses φ slices out of all the occupied slices n ∗ ν + (φ − ν).
The corresponding Trojan hit rate for this scenario is expressed
by the following equation:

�DFL3versus L-2 =
(

φ

n ∗ ν + (φ − ν)

)sp

. (9)

In the L-3 attacks, the attacker has full knowledge of
which slices are configured for the design protected with
the DFL3, but he/she could only form the complete design
by guessing which submodule replicas will be used. Without
gate replacement, the corresponding Trojan hit rate is shown
in (10), where

∑m
i=1 xi is equal to ν. The more swapping

during the runtime operation (i.e., higher sp), the less Trojan
hit rate the attacker could achieve

�DFL3versus L-3 =
(

(m + 1)! · ∏m
i=1 nxi∏m

i=1(n ∗ ν + (φ − ν) − i)

)sp

. (10)

VI. EXPERIMENTAL RESULTS

A. Experimental Setup

In the following experiments, we used the Xilinx
ISE 14.1 design suite to synthesize, PAR the netlist of
ISCAS’85 and ISCAS’89 benchmark circuits, and the Amber
23 processor core (a23) and the communication controller
Ethernet MAC (ethmac) downloaded from the OpenCores
website. The ISCAS circuits were configured for a Xilinx
Spartan-6 XC6SLX16 FPGA, and the large-scale a23 and
ethmac circuits were mapped to a Xilinx XC6SLX75 FPGA.
The detailed slice utilization of each circuit was analyzed
by our Python script to extract the occupied FPGA slice
positions. We used MATLAB to insert hardware Trojans
blindly or purposely (depending on the experimental goal)
in the extracted placelists to mimic the Trojan injection in
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Fig. 12. Non-similarity rate achieved by proposed DFL1. The subscripts
1s and 3s mean that the locations of a single slice or three slices are specified
in the user constraints file for the FPGA implementation. On each bar,
the central mark indicates the median, and the bottom and top edges of the
box indicate the 25th and 75th percentiles, respectively.

TABLE I

MEDIANS OF NON-SIMILARITY RATE ON FPGA CONFIGURATION

the FPGA mapping and PAR stages and then measured the
hardware Trojan hit rate. We assume that only the Trojans
having payloads in the FPGA slices occupied by the design
under protection will lead to a Trojan hit. The FPGA slice
utilization and worst case delay were obtained from the tools
available in the Xilinx design suite.

B. Variation on FPGA Slice Utilization

Variation on slice allocation for a design is critical to
ensure the high unpredictability offered by our method. Hence,
we first examined the impact of our DFL1 on the FPGA slice
utilization. We compared all the slices used by the baseline
design and the one applied user-specified slice designations.
The baseline means the original benchmark circuits without
any protection. We define a metric non-similarity rate to assess
the slice location difference that has been made by our DFL1.
The non-similarity rate represents the ratio of the number of
the LUT instances being placed to new positions due to our
method over the total number of slices used in the baseline.

As shown in Fig. 12, our method achieves an average non-
similarity rate in the range of 0.49–0.51. This means, on aver-
age, about 50% of the LUT instances for each benchmark
circuit being placed to different positions on the FPGA die due
to our DFL1. We repeated the simulation on non-similarity rate
for sequential circuits and summarized the median values for
all non-similarity rates in Table I. As shown, the proposed
DFL1 approximately achieves a non-similarity rate of 0.5.
The increase on the number of user specified slice locations
slightly enlarges the variation on the non-similarity rate (but
still close to 0.5). Each non-similarity rate in Fig. 12 and

Fig. 13. Average non-similarity rate for different numbers of reallocated
slices.

Fig. 14. Hardware Trojan hit rate reduction by proposed DFL1 applied in
the benchmark circuits (a) c432, (b) c1355, (c) c1908, (d) c6288, (e) s444,
and (f) a23 in the scenario of L-1 attacks.

Table I was based on five test trails. According to our case
study, the average standard deviation on the median value of
different non-similarity rates is in the range of 0.0070–0.034,
which is very small.

Fig. 13 provides the average non-similarity rates for seven
benchmark circuits (c432, c1355, c1908, c6288, s444, s1488,
and s13207) based on five trials. The non-similarity rates are
all near 0.5, regardless of the number of reallocated FPGA
slices by DFL1. Based on the above-mentioned results, we do
not suggest users reallocating more than three slices even for
large designs.
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Fig. 15. Hardware Trojan hit rate for (a) c432 and (b) nine benchmark
circuits suffering from four hardware Trojans inserted via L-2 attacks.

C. Assessment on Attack Resilience

The attack resilience of the baseline and our method are
compared in this section. Three attack levels mentioned in
Section III-B are considered in the following assessment.

1) Hardware Trojan Hit Rate for L-1 Attacks: Recall that
the attackers who execute L-1 attacks do not know the loca-
tions of all occupied slices for the design of interest. We var-
ied the range of attack exploration space from 5% to 50%
of the entire FPGA die. Fig. 14 shows that the proposed
DFL1 achieves a lower hardware Trojan hit rate � than the
baseline in a wide range of the attack exploration space. This
is because our DFL1 makes the LUT placement unpredictable
and not targetable for L-1 attackers. The hardware Trojan hit
rate for c432, c1908, c6288, s444, and a23 first increases with
the increasing ξ . This is because f (ξ) ∗ φ in (2), the number
of occupied slices falling in the attack space, grows faster
than ξ ∗ �, the attack space. As the maximum value of f (ξ)
is 1, �baseline starts to drop after ξ exceeds a threshold. In our
case studies, the ξ thresholds for c432, c1355, c1908, c6288,
s444, and a23 are 15%, 5%, 15%, 25%, 40%, and 35%,
respectively. The case of c1355 has a smaller ξ threshold
than the other benchmark circuits, so we do not observe that
the corresponding �baseline increases with ξ . The hardware
Trojan hit rate of our method increases much slower with the
increasing ξ than the baseline. When the attack exploration

Fig. 16. Hardware Trojan hit rate for (a) c432 and (b) nine benchmark
circuits suffering from four hardware Trojans inserted via L-3 attacks.

space is large enough to cover the entire design placed on
the FPGA die, the Trojan hit rate of proposed method will
approach to the Trojan hit rate of the baseline eventually.

2) Hardware Trojan Hit Rate for L-2 Attack: Different from
L-1 attacks, L-2 attacks are able to retrieve the exact locations
of the occupied slices. Consequently, the baseline design does
not have any resilience against L-2 attacks. The proposed
DFL2 activates one complete design replica according to
the pseudorandom selection, and the DFL3 assembles the
hot-swappable submodules at runtime. Here, we used two
design replicas and each replica composed of four submodules.
Our simulation indicates that DFL2 and DFL3 further increase
the unpredictability of the truly activated design copy and
achieve a lower Trojan hit rate than the baseline. As shown
in Fig. 15(a), the baseline yields a hardware Trojan hit rate
of 1, which means that the Trojans are always injected to the
occupied slices. In contrast, our DFL2 and DFL3 significantly
reduce the Trojan hit rate over the baseline, especially for
the small number of injected Trojans. When more Trojans
are placed in the utilized FPGA slices, our Trojan hit rate
eventually increases due to the limited number of replicas
available in the design.

We examined the Trojan hit rate for nine benchmark circuits
that suffer from four Trojan insertions via L-2 attacks. Each
hardware Trojan hit rate was obtained from 10 000 test cases.
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Fig. 17. Comparison of the number of Trojan hits for without and with
gate replacement to thwart L-3 pattern searching attack. (a) Exact matching.
(b) Approximate matching.

Fig. 18. Comparison of hardware Trojan hit rate for without or with proposed
gate replacement to thwart L-3 pattern searching attack. (a) Exact matching.
(b) Approximate matching.

The average Trojan hit rate of DFL2 (DFL3) is 71% (38%).
As shown in Fig. 15(b), the DFL2 reduces the hit rate by up
to 40% over the baseline. The reduction on the Trojan hit rate
can be further improved to 91% with DFL3.

3) Hardware Trojan Hit Rate for L-3 Attack: L-3 attacks
can recognize the multiple replicas of the design by searching
for the exactly same or approximately similar LUT config-
uration. We repeated the same experiments as we did for
Section VI-C2, except with a different attack level. For the

Fig. 19. Impact of number of hot swaps on hardware Trojan hit rate for
c432 under (a) L-2 and (b) L-3 attacks.

Fig. 20. Impact of number of hot swaps on hardware Trojan hit rate for nine
benchmark circuits affected by four hardware Trojans inserted via (a) L-2 and
(b) L-3 attacks.

sequential circuits, s1488 and s13207, they were implemented
in style I. As shown in Fig. 16(a), the Trojan hit rate for the
design under L-3 attacks increases with the increasing number
of Trojans. This trend is similar with that for the L-2 attack
case. However, the average Trojan hit rate of DFL2 (DFL3)
against L-3 attacks increases to 76% (48%), which is higher
than in the scenario of L-2 attacks. As shown in Fig. 16(b),
the DFL2 reduces the hit rate by up to 35% over the baseline.
The DFL3 further improves the attack resilience by up to
72%. From Figs. 15(b) and 16(b), we can also conclude that
the L-3 attacks indeed are more powerful than L-2 attacks.
This is because L-3 attacks can search for the matched LUT
configuration patterns.

Fig. 17(a) shows that the average number of exactly matched
LUT configurations per each benchmark circuit is close to 100
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Fig. 21. Impact of the number of (a) replicas n and (b) submodules m on
hardware Trojan hit rate for c6288 affected by the four hardware Trojans.

Fig. 22. Comparison of hardware Trojan hit rate for the proposed DFL3 and
DMR affected by four Trojans inserted via (a) L-2 and (b) L-3 attacks.

(i.e., 1). If the attackers search for the LUT configurations
that have a similar format but use different input/out pins
(i.e., approximate matching), the number of matched cases
increases. To address this issue, we applied the gate replace-
ment technique to the DFL3. As can be seen from Fig. 17(a),
our enhanced method can increase the number of exact match-
ing LUT configurations so that the same LUT configurations
do not stand for the identical logic function for the benchmark
circuit any more. Therefore, when an attacker performs the
L-3 attack, the Trojan hit rate of our method can be reduced.
Not only increasing the number of exact matching cases,
our gate replacement technique also increases the number
of approximate matching patterns, as shown in Fig. 17(b).
As a result, our enhanced DFL3 reduces the hardware Trojan
hit rate. From Fig. 18, we can see that the proposed gate
replacement technique reduces the Trojan hit rate for different
circuits. On average, our method makes the Trojan hit rate
decrease by 62% and 88% for the attacker searching for exact
matching and approximate matching configurations, respec-
tively.

D. Dependent Design Factors for Trojan Hit Rate Reduction

In the proposed DFL3, our method swaps the replicas
of submodules at runtime. We examined the impact of the
number of hot swaps on the Trojan hit rate. As depicted
in Fig. 19(a) and (b), a larger number of hot swaps used in the
design yield a lower hardware Trojan hit rate. However, as the
number of inserted hardware Trojans increases, the Trojan
hit rate reduced by hot swapping gradually decreases. This
conclusion applies to all the benchmark circuits we tested, and
it remains consistent with the scenario of L-3 attacks shown
in Fig. 20(a) and (b).

TABLE II

IMPACT OF NUMBER OF SUBMODULES (m) ON FPGA COST AND DELAY

TABLE III

NUMBER OF FPGA LUTS UTILIZED BY DIFFERENT METHODS

The impacts of the number of replicas n and submodules
m on the Trojan hit rate are shown in Fig. 21(a) and (b),
respectively. The increase on n helps to reduce the hardware
Trojan hit rate, as a larger n yields more unpredictability for
attackers. The reduction on the Trojan hit rate becomes more
noticeable if more hardware Trojans are injected to the design.
The impact of m on the Trojan hit rate is not as significant as
the impact from n [which is also indicated by the mathematical
analysis in (10)]. However, the number of submodules in the
original design will slightly affect the area overhead, as shown
in Table II. The overhead on the worst case delay varies,
depending on how the submodules are divided. In general,
more submodules lead to an increase on the delay. The results
in Table II are based on the DFL3 without gating technique
and the replica number of 2.

E. Assessment on Hardware Cost, Delay, and Power

The following experiments are based on the following setup:
the replicas for DFL2 and DFL3 were two, each circuit was
divided into four submodules, the style I was applied to DFL3,
and four hot swappings were conducted during simulation.

1) Hardware Utilization: Table III summarizes the number
of utilized LUTs for different methods. Since our DFL1 only
changes the location of designated slices, on average, our
method consumes 0.33% more LUTs than the baseline.
In DFL2, we duplicated the design under protection once and
utilized a pseudorandom selection unit for replica selection.
The unselected replica was muted through input gating. For
the small circuits, the increase on the LUT utilization could
be large due to the relative large size of pseudorandom
selection and input gating. However, when the object for
protection is large, the FPGA overhead can be reduced through
optimization. The LUT overheads for the largest combinational
circuit c6288 and sequential circuit s13207 in our case studies
are 111.9% and 138.3%, respectively.
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TABLE IV

TOTAL POWER CONSUMPTION BY DIFFERENT METHODS. UNIT: μW

Fig. 23. Comparison of the number of exact matching on LUT configuration.

During the hot-swapping process, our DFL3 without input
gating (i.e., DFL3.G) interleaved multiple sections of the orig-
inal design and its replicas. In addition to the primary inputs,
the input gating technique was also applied to the inputs
for hot-swappable submodules. As a result, the LUT over-
heads for c6288 and s13207 increase to 116.8% and 145%,
respectively. If we remove the input gating (i.e., NG) option,
the corresponding overheads on the utilized LUTs for the
largest circuits are reduced to 110.9% and 140.6%, respec-
tively. Certainly, removing the input gating will cost more
power consumption. Although our DFL3 incurs comparable
LUT utilization for double modular redundancy (DMR), our
runtime replica selection ensures lower power consumption
and provides better unpredictability. We also examined the
hardware utilization on the large-scale circuits a23 and ethmac.
Our experiments indicated that the overheads on LUT utiliza-
tion for a23 and ethmac are 196.4% (212.4%) and 119.3%
(156.3%) for DFL2 (DFL3), respectively.

2) Power Consumption: We synthesized the Verilog codes
for the benchmark circuits in the Synopsys Design Compiler.
The clock frequency was set to 100 MHz for each design.
We measured the power consumption in the tool Design
Compiler and reported in Table IV. On average, the proposed
DFL2 leads to an increase on the total power by 8.86%
over the baseline. Our DFL3 with input gating provides
better resilience against advanced attacks, at the cost of 11%
more total power than the baseline. The increased power
consumption is due to the pseudorandom selection and input
gating logic, as well as the multiplexers before the final
outputs.

3) Worst Case Delay: We measured the worst case delays
for different designs using the PlanAhead tool in Xilinx ISE
14.1 design suite. As shown in Table V, slice designation used
in the proposed DFL1 could lead to more or less worst case
delay, depending on where the slice is designated. To examine
the impact of the slice designation on the worst case delay,

Fig. 24. Comparison of the power consumption between the proposed
DFL3 and DMR.

Fig. 25. FPGA output for the circuit protected with (a) proposed DFL3 and
(b) ATMR [18].

we varied the number of designated slices from 1 to 3 and
performed five test cases for each designation condition. Based
on our case studies, DFL1 induces a delay overhead as
large as 1.74% and 3.52% for the single-slice designation
and triple-slice designation, respectively. Given a tight timing
budget, several slice selections should be examined for the best
slice reallocation in terms of incurring minor delay overhead.
Compared to the baseline, our DFL2 leads to the worst case
delay increase in the range of 4.23%–17.19% for different
benchmark circuits. Due to the hot-swappable logic, the delay
overhead induced by DFL3 is no more than 22.02%. For the
large-scale benchmark circuits a23 (ethmac), the DFL2 incurs
4.4% (6.2%) more delay than the baseline. Our DFL3 causes
the worse-case delay increase by 16% and 8.3% over the
baseline for a23 and ethmac, respectively.

F. Comparing FOMTD With Static Trojan Detection Method

In this section, we compare our FOMTD with the static
Trojan detection methods that are based on DMR or TMR.
Even though the attacker who performs L-2 attacks can see
the utilized LUTs, it is not guaranteed that the attacker can suc-
cessfully place two identical hardware Trojans in two design
replicas. Because the Trojans inserted on the replica compar-
ison logic cannot be detected by DMR, the Trojan hit rate is
not reduced to zero. When we advance the attack method to
L-3 attacks, our DFL3 effectively reduces the Trojan hit rate.
Together with the runtime hot-swapping feature, fewer number
of exactly matched LUT configurations available in the netlist
of our method benefits us to reduce the success rate of a Trojan
inserted by L-2 and L-3 attacks. Fig. 22 shows that our method
achieves a lower Trojan hit rate than DMR. On average, our
DFL3 reduces the Trojan hit rate by 63.3% and 42.5% against
the L-2 and L-3 attacks, respectively. Indeed, L-3 attacks can
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TABLE V

COMPARISON OF WORST CASE DELAY. UNIT: ns

search for the identical LUT configurations, but the number
of exactly matched LUT configurations is not high in FPGA
mapping (which is different with ASIC design). Fig. 23 shows
that our DFL3 can effectively reduce the number of exact
matching cases over DMR. This explains why DFL3 obtains a
better attack resilience than DMR. Because of the input gating,
our DFL3 consumes less power than DMR. As indicated
in Fig. 24, the total power consumption for the five benchmark
circuits protected with DFL3 is less than that for the circuits
protected with DMR. On average, our method achieves 50%
reduction on the total power over the DMR method.

Next, we applied the proposed method and ATMR [18]
to the circuits for a practical application. We connected the
Xilinx FPGA board to a monitor through a Video Graphics
Array (VGA) cable. The function module configured in the
FPGA device was used to draw a chess board on a screen
by sending a VGA signal to the monitor. Two hardware
Trojans were inserted to the FPGA placelist by the mean of
L-3 attacks. Our DFL3 was applied to thwart the L-3 attack
from the untrusted FPGA software. Our method guaranteed
the correct display of the original picture shown in Fig. 25(a).
In contrast, the ATMR method did not eliminate the effect of
the two Trojans, yielding a distorted chess board, as shown
in Fig. 25(b). This is because the L-3 attack searches for the
identical LUT configurations in the ATMR design replicas and
inserts the Trojans in the identical LUTs, each belonging to
one design replica.

VII. CONCLUSION

Many security mechanisms for FPGA-based systems have
been investigated to prevent systems from IP theft and reverse
engineering attack on bitstream. However, there is limited
literature available that studies the security threats originated
from the untrusted FPGA CAD tools. This paper fills the
gap. We demonstrate two practical attacks through Xilinx
and Altera FPGA design suites. We further classify three
Trojan attack levels, depending on the attacker’s prior FPGA
experience and ability to manipulate the FPGA software.
To mitigate the hardware Trojans induced by the malicious
FPGA tools, we propose an FOMTD method that offers three

defense lines. Each defense line generates a different degree of
unpredictability from the malicious FPGA software designer’s
point of view. As our unpredictability is formed after the
CAD tool is delivered to FPGA users, our method facilitates
FPGA users to thwart Trojan insertion attacks during the
FPGA configuration phase. To the best of our knowledge,
our research effort is the first work that investigates the
FPGA-based MTD for SRAM FPGAs.

We did extensive evaluation on the security, hardware cost,
and performance. The proposed DFL1 changes 50% of the
default LUT mapping on the FPGA device and reduces the
hardware Trojan hit rate of L-1 attacks, at the cost of 0.33%
more LUT utilization compared to the baseline. When advance
attacks occur, our defense lines maintain a low Trojan hit rate.
DFL2 and DFL3 reduce the Trojan hit rate by up to 40%
and 91%, respectively, over the baseline. The gate replac-
ing technique in DFL3 further reduces the Trojan hit rate,
on average, by 62% and 88% even if the attacker searches for
exact and approximate configuration matching, respectively.
The power increases due to the DFL2 and DFL3 are 8.86%
and 11%, respectively, compared to the baseline. The delay
overhead varies. According to our case studies, the worst case
delay overhead our defense line incurs is 22.02%. We also
compared the DFL3 to a static Trojan detection method,
DMR. Experimental results show that our method improves
the hardware Trojan hit rate by 63.3% and 42.5% against
L-2 and L-3 attacks, respectively. Because of the input gating
and hot-swappable features in our method, our DFL3 con-
sumes 50% less power than DMR.

The limitation of the proposed defense lines is the hardware
cost and delay increase. However, considering the significant
improvement on the resilience against Trojan insertion attacks,
the overhead of our method is moderate and acceptable for
security-critical applications. In the future work, we will work
on the cost minimization of the FOMTD method.
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